
Challenges:	  
-‐	  Inherently	  sequen2al	  
	  	  	  	  	  	  -‐	  Peeling	  algorithms	  finds	  the	  vertex	  with	  the	  minimum	  degree	  
	  	  	  	  	  	  at	  each	  step	  
	  	  	  	  	  	  -‐	  Needs	  global	  graph	  informa2on,	  not	  local	  
-‐	  Hard	  to	  approximate	  
	  	  	  	  	  	  -‐	  Densest	  parts	  are	  not	  revealed	  un2l	  the	  end	  
	  	  	  	  	  	  -‐	  All	  or	  none	  
	  
Local	  Algorithms:	  
-‐	  Based	  on	  the	  h-‐index	  computa2on	  
	  	  	  	  	  	  -‐	  Works	  on	  the	  degrees	  of	  the	  neighbors	  [Lu	  et	  al.	  2016]	  
	  	  	  	  	  	  -‐	  Repe22ve	  computa2on	  converges	  in	  core	  numbers	  
-‐	  We	  generalize	  this	  for	  any	  nucleus	  decomposi7on	  
	  	  	  	  	  	  -‐	  Triangle	  counts	  of	  edges:	  k-‐truss	  
	  	  	  	  	  	  -‐	  Ks	  counts	  of	  Kr:	  k-‐(r,s)	  nucleus	  
-‐	  Embarrassingly	  parallel	  computa2on	  
	  	  	  	  	  	  -‐	  Can	  be	  made	  asynchronous	  as	  well	  
-‐	  Enables	  approxima2on,	  convergence	  bounds	  given	  
	  
	  

	  	  
	  	  	  	  	   	  	  

	  
	  	  

APS	  Cita2ons:	  530K	  papers,	  6M	  cita2ons	  
	  
	  
	  
	  
	  
	  
	  	  
	  
	  
	  
	  
	  
	  
	  
	  
	  
	  
	  

Problem:	  
-‐	  	  Dense	  subgraphs	  maZer	  
	  	  	  	  	  	  -‐	  	  Social	  networks,	  Bioinforma2cs	  	  	  
	  	  	  	  	  	  -‐	  	  Summariza2on,	  	  Visualiza2on	  
-‐	  	  Goal	  is	  beyond	  the	  ‘true	  op2mum’	  
	  	  	  	  	  	  -‐	  	  Find	  many	  dense	  subgraphs	  
	  	  	  	  	  	  -‐	  	  Understand	  rela2ons	  
-‐	  	  Core	  and	  truss	  decomposi2ons	  
	  	  	  	  	  	  -‐	  k-‐core:	  Each	  vertex	  has	  ≥	  k	  edges	  
	  	  	  	  	  	  -‐	  k-‐truss:	  Each	  edge	  has	  ≥	  k	  triangles	  
	  	  	  	  	  	  -‐	  Many	  dense	  subgraphs	  
	  	  	  	  	  	  -‐	  Principled	  ways	  to	  get	  hierarchy	  
-‐	  Nucleus	  decomposi2on	  
	  	  	  	  	  	  -‐	  	  Generalizes	  core	  and	  truss	  
	  	  	  	  	  	  -‐	  	  k-‐(r,s)	  nucleus:	  Each	  Kr	  has	  ≥	  k	  Ks	  
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  -‐	  	  Smaller	  cliques	  in	  larger	  cliques	  
	  	  	  	  	  	  -‐	  	  Hierarchy	  by	  containment	  
	  
	  
	  
	  

Paper	  is	  on	  arXiv,	  more	  informa2on	  is	  available	  at	  hBp://sariyuce.com.	  Sandia	  Na2onal	  Laboratories	  is	  a	  mul2mission	  laboratory	  managed	  and	  operated	  by	  Na2onal	  Technology	  and	  Engineering	  Solu2ons	  of	  Sandia,	  LLC.,	  a	  wholly	  owned	  subsidiary	  
of	  Honeywell	  Interna2onal,	  Inc.,	  for	  the	  U.S.	  Department	  of	  Energy's	  Na2onal	  Nuclear	  Security	  Administra2on	  under	  contract	  DE-‐NA-‐0003525.	  	  
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4.3 Illustrative examples
ToDo: explain fig 3 and 4

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
tification mechanism to avoid the redundant computations
can result in significant load imbalance between threads. If
most of the converged vertices reside in a certain part, then
the thread that is responsible for that part becomes idle un-
til the end of computation. To prevent this, we embraced
the dynamic scheduling where each thread is given a new
workload once it is done. No thread stays idle this way, and
the overall computation is parallelized more e�ciently.

h-index computation of a list is done by sorting the items
in non-increasing order and checking the values from the
beginning of the list to find the largest h value for which at
least h items exist with at least h value. Main bottleneck is
the sorting operation which takes O(n.logn) time. However,
h-index can be computed without sorting. We initialize h
as zero and iterate over the items in the list. At each time,
we attempt to increase the current h value based on the
inspected item. For the current h value, we keep track of
the number of items that have equal value to h. We also
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Table 3: Dataset statistics

|V | |E| |4| |K4|
as-skitter (ask) 1.7M 11.1M 28.8M 148.8M

facebook (fb) 4K 88.2K 1.6M 30.0M
soc-LiveJournal (slj) 4.8M 68.5M 285.7M 9.9B

soc-orkut (ork) 2.9M 106.3M 524.6M 2.4B
soc-sign-epinions (sse) 131.8K 711.2K 4.9M 58.6M
soc-twitter-higgs (hg) 456.6K 12.5M 83.0M 429.7M

twitter (tw) 81.3K 1.3M 13.1M 104.9M
web-Google (wgo) 916.4K 4.3M 13.4M 39.9M

web-NotreDame (wnd) 325.7K 1.1M 8.9M 231.9M
wikipedia-200611 (wiki) 3.1M 37.0M 88.8M 162.9M

use a hashmap to keep track of the items that are greater
than the current h value, and we simply ignore the items
that are smaller than h. This enables the computation of
the h-index in linear time. In addition, for the non-initial
iterations of the convergence process, we simply check the
items if the current ⌧ index can be preserved. Once we see
� ⌧ items with at least ⌧ index, no more checks needed.

5. EXPERIMENTS
We evaluate our algorithms on three instances of the nu-

cleus decomposition: k-core (or (1, 2)), k-truss (or (2, 3)),
and (3, 4). Constructing the hypergraphs requires to store
all the s-cliques, which is infeasible for large networks. Thus
we do not construct the actual hypergraphs to compute
the  indices. Instead, we find the participations of the
r-cliques in s-cliques on-the-fly. Details about the com-
parison between two approaches are given in [25]. Our
dataset includes di↵erent types of real-world networks, such
as an internet topology network (as-skitter), online social
networks (facebook, soc-LiveJournal, soc-orkut), who-
trust-whom network (soc-sign-epinions), follower-followee
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Figure 2: Async example

Theorem 4. In AND algorithm, if the r-cliques are pro-
cessed in the non-decreasing order of their final s indices,
convergence is obtained in a single iteration.

Proof. Say s(R) = t for an r-clique R. For the sake of
contradiction, assume that it takes more than one iteration
for ds(R) to converge s(R). So, ⌧0(R) = ds(R) and ⌧0(R) �
⌧1(R) > s(R). So, when R is being processed, H(L) > t
for L = {⇢(S) : S 3 R}. That means there are at least t + 1
s-cliques where each has ⇢ value of at least t + 1. However,
this implies that R is a part of (t + 1)-(r, s) nucleus, which
contradicts with the initial assumption.

The worst case happens when all the r-cliques see the ⌧
values of their neighbors that are computed in the previous
iteration and it is exactly the SND algorithm.

Figure 2 illustrates the di↵erence between Snd and And

algorithms (with di↵erent orderings) on the k-core case (r =
1, s = 2). Our focus is on vertices (1-cliques) and their re-
lations with edges (2-cliques). We first apply Snd. First,
vertex degrees are calculated as ⌧0 indices (blue numbers).
Then, for each vertex u we compute the ⌧1(u) = H({⌧0(v) :
v 2 N2(u)}, i.e., h-index of its neighbors’ degrees (red num-
bers). ⌧ For instance,

ToDo: should I include some numbers in exp, bounds part

4.2.1 Skipping the plateaus
ToDo: fig for tau changes and platos Our computations

converge when none of the vertices update their ⌧ indices
anymore. This implies that computations are performed for
all the vertices even when only a single update occurs. Those
computations are redundant. When ⌧(v) converges (v) for
a vertex v, no more computations are needed for v in the
following iterations. Also, a vertex can possibly maintain
the same ⌧ index for a number of iterations, reaches to a
plateau, and then updates it. So, it is not possible to deduce
whether ⌧(v) has converged to (v) by just looking at ⌧(v)
values of any vertex v. In order to skip the intermediate
or final plateaus during the convergence of ⌧(v) to (v), we
introduce a notification mechanism where a vertex notifies
its neighbors when its ⌧ index is updated.

Brown lines in Algorithm ?? summarizes the notification
mechanism we plug in to the asynchronous computation.
The only changes are in lines ??, ??, ?? and ??. Additional
C(·) array tracks whether a vertex v 2 V has updated its ⌧
index or not. It is set to true at the beginning to initiate
the computations for all vertices. Once C(v) becomes false,
i.e., maintains its ⌧ index, we avoid the computation. Note
that, a vertex restarts its computation only when a neighbor

vertex has an update (Line ??). Once a vertex completes
the computation, it is set to be not-updated (line ??) so that
no computation occurs until a notification is received from
a neighbor.

4.3 Illustrative examples
ToDo: explain fig 3 and 4

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
tification mechanism to avoid the redundant computations
can result in significant load imbalance between threads. If
most of the converged vertices reside in a certain part, then
the thread that is responsible for that part becomes idle un-
til the end of computation. To prevent this, we embraced
the dynamic scheduling where each thread is given a new
workload once it is done. No thread stays idle this way, and
the overall computation is parallelized more e�ciently.

h-index computation of a list is done by sorting the items
in non-increasing order and checking the values from the
beginning of the list to find the largest h value for which at
least h items exist with at least h value. Main bottleneck is
the sorting operation which takes O(n.logn) time. However,
h-index can be computed without sorting. We initialize h
as zero and iterate over the items in the list. At each time,
we attempt to increase the current h value based on the
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Figure 2: Async example

Theorem 4. In AND algorithm, if the r-cliques are pro-
cessed in the non-decreasing order of their final s indices,
convergence is obtained in a single iteration.

Proof. Say s(R) = t for an r-clique R. For the sake of
contradiction, assume that it takes more than one iteration
for ds(R) to converge s(R). So, ⌧0(R) = ds(R) and ⌧0(R) �
⌧1(R) > s(R). So, when R is being processed, H(L) > t
for L = {⇢(S) : S 3 R}. That means there are at least t + 1
s-cliques where each has ⇢ value of at least t + 1. However,
this implies that R is a part of (t + 1)-(r, s) nucleus, which
contradicts with the initial assumption.

The worst case happens when all the r-cliques see the ⌧
values of their neighbors that are computed in the previous
iteration and it is exactly the SND algorithm.

Figure 2 illustrates Snd and And algorithms (with di↵er-
ent orderings) on the k-core case (r = 1, s = 2). Our focus
is on vertices (1-cliques) and their edge (2-clique) counts
(degrees). We first apply Snd. First, vertex degrees are cal-
culated as ⌧0 indices (blue numbers). Then, for each vertex
u we compute the ⌧1(u) = H({⌧0(v) : v 2 N2(u)}, i.e., h-
index of its neighbors’ degrees (red numbers). For instance,
vertex a has two neighbors, e and b, with degrees 2 and
3. Since H({2, 3}) = 2, we get ⌧1(a) = 2. For vertex b,
we get ⌧1(b) = H({2, 2, 2}) = 2. Once we compute all ⌧1

indices, we iterate again because there were changes in ⌧
indices, e.g,. ⌧1(e) 6= ⌧0(e) (Line 13 in Algorithm 2). ⌧2

indices are shown in green. We observe an update only for
the vertex a; ⌧2(a) = H({⌧1(e), ⌧1(b)}) = H({1, 2}) = 1.
When we iterate again, no update is observed in ⌧ indices,
which means s = ⌧2 for all vertices. Regarding And algo-
rithm, we choose to follow the non-decreasing order of s

indices; {f,e,a,b,c,d}. Computing the ⌧1 indices on this or-
der enables us to reach the convergence in a single iteration.
For instance, ⌧1(a) = H({⌧1(e), ⌧0(b)}) = H({1, 2}) = 1.
If we choose to process the vertices in the alphabetical or-
der, {a,b,c,d,e,f}, we have ⌧1(a) = H({⌧0(e), ⌧0(b)}) =
H({2, 2}) = 2, which implies that we need more iteration(s)
to converge. Indeed ⌧2(a) = H({⌧1(e), ⌧1(b)}) = H({1, 2}) =
1

 ⌧1 ToDo: should I include some numbers in exp, bounds
part

4.2.1 Skipping the plateaus
ToDo: fig for tau changes and platos Our computations

converge when none of the vertices update their ⌧ indices
anymore. This implies that computations are performed for
all the vertices even when only a single update occurs. Those
computations are redundant. When ⌧(v) converges (v) for
a vertex v, no more computations are needed for v in the

following iterations. Also, a vertex can possibly maintain
the same ⌧ index for a number of iterations, reaches to a
plateau, and then updates it. So, it is not possible to deduce
whether ⌧(v) has converged to (v) by just looking at ⌧(v)
values of any vertex v. In order to skip the intermediate
or final plateaus during the convergence of ⌧(v) to (v), we
introduce a notification mechanism where a vertex notifies
its neighbors when its ⌧ index is updated.

Brown lines in Algorithm ?? summarizes the notification
mechanism we plug in to the asynchronous computation.
The only changes are in lines ??, ??, ?? and ??. Additional
C(·) array tracks whether a vertex v 2 V has updated its ⌧
index or not. It is set to true at the beginning to initiate
the computations for all vertices. Once C(v) becomes false,
i.e., maintains its ⌧ index, we avoid the computation. Note
that, a vertex restarts its computation only when a neighbor
vertex has an update (Line ??). Once a vertex completes
the computation, it is set to be not-updated (line ??) so that
no computation occurs until a notification is received from
a neighbor.

4.3 Illustrative examples
ToDo: explain fig 3 and 4

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
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4.3 Illustrative examples
ToDo: explain fig 3 and 4 We present two examples to

illustrate the di↵erences between Snd and And algorithms.
Figure 4 presents the k-core decomposition process on a toy
graph.

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
tification mechanism to avoid the redundant computations
can result in significant load imbalance between threads. If
most of the converged vertices reside in a certain part, then
the thread that is responsible for that part becomes idle un-
til the end of computation. To prevent this, we embraced
the dynamic scheduling where each thread is given a new
workload once it is done. No thread stays idle this way, and
the overall computation is parallelized more e�ciently.

h-index computation of a list is done by sorting the items
in non-increasing order and checking the values from the
beginning of the list to find the largest h value for which at
least h items exist with at least h value. Main bottleneck is
the sorting operation which takes O(n.logn) time. However,
h-index can be computed without sorting. We initialize h
as zero and iterate over the items in the list. At each time,
we attempt to increase the current h value based on the
inspected item. For the current h value, we keep track of
the number of items that have equal value to h. We also
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4.3 Illustrative examples
ToDo: explain fig 3 and 4

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
tification mechanism to avoid the redundant computations
can result in significant load imbalance between threads. If
most of the converged vertices reside in a certain part, then
the thread that is responsible for that part becomes idle un-
til the end of computation. To prevent this, we embraced
the dynamic scheduling where each thread is given a new
workload once it is done. No thread stays idle this way, and
the overall computation is parallelized more e�ciently.

h-index computation of a list is done by sorting the items
in non-increasing order and checking the values from the
beginning of the list to find the largest h value for which at
least h items exist with at least h value. Main bottleneck is
the sorting operation which takes O(n.logn) time. However,
h-index can be computed without sorting. We initialize h
as zero and iterate over the items in the list. At each time,
we attempt to increase the current h value based on the
inspected item. For the current h value, we keep track of
the number of items that have equal value to h. We also
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Table 3: Dataset statistics

|V | |E| |4| |K4|
as-skitter (ask) 1.7M 11.1M 28.8M 148.8M

facebook (fb) 4K 88.2K 1.6M 30.0M
soc-LiveJournal (slj) 4.8M 68.5M 285.7M 9.9B

soc-orkut (ork) 2.9M 106.3M 524.6M 2.4B
soc-sign-epinions (sse) 131.8K 711.2K 4.9M 58.6M
soc-twitter-higgs (hg) 456.6K 12.5M 83.0M 429.7M

twitter (tw) 81.3K 1.3M 13.1M 104.9M
web-Google (wgo) 916.4K 4.3M 13.4M 39.9M

web-NotreDame (wnd) 325.7K 1.1M 8.9M 231.9M
wikipedia-200611 (wiki) 3.1M 37.0M 88.8M 162.9M

use a hashmap to keep track of the items that are greater
than the current h value, and we simply ignore the items
that are smaller than h. This enables the computation of
the h-index in linear time. In addition, for the non-initial
iterations of the convergence process, we simply check the
items if the current ⌧ index can be preserved. Once we see
� ⌧ items with at least ⌧ index, no more checks needed.

5. EXPERIMENTS
We evaluate our algorithms on three instances of the nu-

cleus decomposition: k-core (or (1, 2)), k-truss (or (2, 3)),
and (3, 4). Constructing the hypergraphs requires to store
all the s-cliques, which is infeasible for large networks. Thus
we do not construct the actual hypergraphs to compute
the  indices. Instead, we find the participations of the
r-cliques in s-cliques on-the-fly. Details about the com-
parison between two approaches are given in [25]. Our
dataset includes di↵erent types of real-world networks, such
as an internet topology network (as-skitter), online social
networks (facebook, soc-LiveJournal, soc-orkut), who-
trust-whom network (soc-sign-epinions), follower-followee
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Theorem 4. In AND algorithm, if the r-cliques are pro-
cessed in the non-decreasing order of their final s indices,
convergence is obtained in a single iteration.

Proof. Say s(R) = t for an r-clique R. For the sake of
contradiction, assume that it takes more than one iteration
for ds(R) to converge s(R). So, ⌧0(R) = ds(R) and ⌧0(R) �
⌧1(R) > s(R). So, when R is being processed, H(L) > t
for L = {⇢(S) : S 3 R}. That means there are at least t + 1
s-cliques where each has ⇢ value of at least t + 1. However,
this implies that R is a part of (t + 1)-(r, s) nucleus, which
contradicts with the initial assumption.

The worst case happens when all the r-cliques see the ⌧
values of their neighbors that are computed in the previous
iteration and it is exactly the SND algorithm.

Figure 2 illustrates the di↵erence between Snd and And

algorithms (with di↵erent orderings) on the k-core case (r =
1, s = 2). Our focus is on vertices (1-cliques) and their re-
lations with edges (2-cliques). We first apply Snd. First,
vertex degrees are calculated as ⌧0 indices (blue numbers).
Then, for each vertex u we compute the ⌧1(u) = H({⌧0(v) :
v 2 N2(u)}, i.e., h-index of its neighbors’ degrees (red num-
bers). ⌧ For instance,

ToDo: should I include some numbers in exp, bounds part

4.2.1 Skipping the plateaus
ToDo: fig for tau changes and platos Our computations

converge when none of the vertices update their ⌧ indices
anymore. This implies that computations are performed for
all the vertices even when only a single update occurs. Those
computations are redundant. When ⌧(v) converges (v) for
a vertex v, no more computations are needed for v in the
following iterations. Also, a vertex can possibly maintain
the same ⌧ index for a number of iterations, reaches to a
plateau, and then updates it. So, it is not possible to deduce
whether ⌧(v) has converged to (v) by just looking at ⌧(v)
values of any vertex v. In order to skip the intermediate
or final plateaus during the convergence of ⌧(v) to (v), we
introduce a notification mechanism where a vertex notifies
its neighbors when its ⌧ index is updated.

Brown lines in Algorithm ?? summarizes the notification
mechanism we plug in to the asynchronous computation.
The only changes are in lines ??, ??, ?? and ??. Additional
C(·) array tracks whether a vertex v 2 V has updated its ⌧
index or not. It is set to true at the beginning to initiate
the computations for all vertices. Once C(v) becomes false,
i.e., maintains its ⌧ index, we avoid the computation. Note
that, a vertex restarts its computation only when a neighbor

vertex has an update (Line ??). Once a vertex completes
the computation, it is set to be not-updated (line ??) so that
no computation occurs until a notification is received from
a neighbor.

4.3 Illustrative examples
ToDo: explain fig 3 and 4

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
tification mechanism to avoid the redundant computations
can result in significant load imbalance between threads. If
most of the converged vertices reside in a certain part, then
the thread that is responsible for that part becomes idle un-
til the end of computation. To prevent this, we embraced
the dynamic scheduling where each thread is given a new
workload once it is done. No thread stays idle this way, and
the overall computation is parallelized more e�ciently.

h-index computation of a list is done by sorting the items
in non-increasing order and checking the values from the
beginning of the list to find the largest h value for which at
least h items exist with at least h value. Main bottleneck is
the sorting operation which takes O(n.logn) time. However,
h-index can be computed without sorting. We initialize h
as zero and iterate over the items in the list. At each time,
we attempt to increase the current h value based on the
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Theorem 4. In AND algorithm, if the r-cliques are pro-
cessed in the non-decreasing order of their final s indices,
convergence is obtained in a single iteration.

Proof. Say s(R) = t for an r-clique R. For the sake of
contradiction, assume that it takes more than one iteration
for ds(R) to converge s(R). So, ⌧0(R) = ds(R) and ⌧0(R) �
⌧1(R) > s(R). So, when R is being processed, H(L) > t
for L = {⇢(S) : S 3 R}. That means there are at least t + 1
s-cliques where each has ⇢ value of at least t + 1. However,
this implies that R is a part of (t + 1)-(r, s) nucleus, which
contradicts with the initial assumption.

The worst case happens when all the r-cliques see the ⌧
values of their neighbors that are computed in the previous
iteration and it is exactly the SND algorithm.

Figure 2 illustrates Snd and And algorithms (with di↵er-
ent orderings) on the k-core case (r = 1, s = 2). Our focus
is on vertices (1-cliques) and their edge (2-clique) counts
(degrees). We first apply Snd. First, vertex degrees are cal-
culated as ⌧0 indices (blue numbers). Then, for each vertex
u we compute the ⌧1(u) = H({⌧0(v) : v 2 N2(u)}, i.e., h-
index of its neighbors’ degrees (red numbers). For instance,
vertex a has two neighbors, e and b, with degrees 2 and
3. Since H({2, 3}) = 2, we get ⌧1(a) = 2. For vertex b,
we get ⌧1(b) = H({2, 2, 2}) = 2. Once we compute all ⌧1

indices, we iterate again because there were changes in ⌧
indices, e.g,. ⌧1(e) 6= ⌧0(e) (Line 13 in Algorithm 2). ⌧2

indices are shown in green. We observe an update only for
the vertex a; ⌧2(a) = H({⌧1(e), ⌧1(b)}) = H({1, 2}) = 1.
When we iterate again, no update is observed in ⌧ indices,
which means s = ⌧2 for all vertices. Regarding And algo-
rithm, we choose to follow the non-decreasing order of s

indices; {f,e,a,b,c,d}. Computing the ⌧1 indices on this or-
der enables us to reach the convergence in a single iteration.
For instance, ⌧1(a) = H({⌧1(e), ⌧0(b)}) = H({1, 2}) = 1.
If we choose to process the vertices in the alphabetical or-
der, {a,b,c,d,e,f}, we have ⌧1(a) = H({⌧0(e), ⌧0(b)}) =
H({2, 2}) = 2, which implies that we need more iteration(s)
to converge. Indeed ⌧2(a) = H({⌧1(e), ⌧1(b)}) = H({1, 2}) =
1

 ⌧1 ToDo: should I include some numbers in exp, bounds
part

4.2.1 Skipping the plateaus
ToDo: fig for tau changes and platos Our computations

converge when none of the vertices update their ⌧ indices
anymore. This implies that computations are performed for
all the vertices even when only a single update occurs. Those
computations are redundant. When ⌧(v) converges (v) for
a vertex v, no more computations are needed for v in the

following iterations. Also, a vertex can possibly maintain
the same ⌧ index for a number of iterations, reaches to a
plateau, and then updates it. So, it is not possible to deduce
whether ⌧(v) has converged to (v) by just looking at ⌧(v)
values of any vertex v. In order to skip the intermediate
or final plateaus during the convergence of ⌧(v) to (v), we
introduce a notification mechanism where a vertex notifies
its neighbors when its ⌧ index is updated.

Brown lines in Algorithm ?? summarizes the notification
mechanism we plug in to the asynchronous computation.
The only changes are in lines ??, ??, ?? and ??. Additional
C(·) array tracks whether a vertex v 2 V has updated its ⌧
index or not. It is set to true at the beginning to initiate
the computations for all vertices. Once C(v) becomes false,
i.e., maintains its ⌧ index, we avoid the computation. Note
that, a vertex restarts its computation only when a neighbor
vertex has an update (Line ??). Once a vertex completes
the computation, it is set to be not-updated (line ??) so that
no computation occurs until a notification is received from
a neighbor.

4.3 Illustrative examples
ToDo: explain fig 3 and 4

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
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Table 3: Dataset statistics

|V | |E| |4| |K4|
as-skitter (ask) 1.7M 11.1M 28.8M 148.8M

facebook (fb) 4K 88.2K 1.6M 30.0M
soc-LiveJournal (slj) 4.8M 68.5M 285.7M 9.9B

soc-orkut (ork) 2.9M 106.3M 524.6M 2.4B
soc-sign-epinions (sse) 131.8K 711.2K 4.9M 58.6M
soc-twitter-higgs (hg) 456.6K 12.5M 83.0M 429.7M

twitter (tw) 81.3K 1.3M 13.1M 104.9M
web-Google (wgo) 916.4K 4.3M 13.4M 39.9M

web-NotreDame (wnd) 325.7K 1.1M 8.9M 231.9M
wikipedia-200611 (wiki) 3.1M 37.0M 88.8M 162.9M

use a hashmap to keep track of the items that are greater
than the current h value, and we simply ignore the items
that are smaller than h. This enables the computation of
the h-index in linear time. In addition, for the non-initial
iterations of the convergence process, we simply check the
items if the current ⌧ index can be preserved. Once we see
� ⌧ items with at least ⌧ index, no more checks needed.

5. EXPERIMENTS
We evaluate our algorithms on three instances of the nu-

cleus decomposition: k-core (or (1, 2)), k-truss (or (2, 3)),
and (3, 4). Constructing the hypergraphs requires to store
all the s-cliques, which is infeasible for large networks. Thus
we do not construct the actual hypergraphs to compute
the  indices. Instead, we find the participations of the
r-cliques in s-cliques on-the-fly. Details about the com-
parison between two approaches are given in [25]. Our
dataset includes di↵erent types of real-world networks, such
as an internet topology network (as-skitter), online social
networks (facebook, soc-LiveJournal, soc-orkut), who-
trust-whom network (soc-sign-epinions), follower-followee
Twitter networks (soc-twitter-higgs, twitter), web net-
works (web-Google,
web-NotreDame), and a network of wikipedia pages
(wikipedia-200611). Number of vertices, edges, triangles
and four-cliques in those graphs are given in Table 3.
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Theorem 4. In AND algorithm, if the r-cliques are pro-
cessed in the non-decreasing order of their final s indices,
convergence is obtained in a single iteration.

Proof. Say s(R) = t for an r-clique R. For the sake of
contradiction, assume that it takes more than one iteration
for ds(R) to converge s(R). So, ⌧0(R) = ds(R) and ⌧0(R) �
⌧1(R) > s(R). So, when R is being processed, H(L) > t
for L = {⇢(S) : S 3 R}. That means there are at least t + 1
s-cliques where each has ⇢ value of at least t + 1. However,
this implies that R is a part of (t + 1)-(r, s) nucleus, which
contradicts with the initial assumption.

The worst case happens when all the r-cliques see the ⌧
values of their neighbors that are computed in the previous
iteration and it is exactly the SND algorithm.

Figure 2 illustrates the di↵erence between Snd and And

algorithms (with di↵erent orderings) on the k-core case (r =
1, s = 2). Our focus is on vertices (1-cliques) and their re-
lations with edges (2-cliques). We first apply Snd. First,
vertex degrees are calculated as ⌧0 indices (blue numbers).
Then, for each vertex u we compute the ⌧1(u) = H({⌧0(v) :
v 2 N2(u)}, i.e., h-index of its neighbors’ degrees (red num-
bers). ⌧ For instance,

ToDo: should I include some numbers in exp, bounds part

4.2.1 Skipping the plateaus
ToDo: fig for tau changes and platos Our computations

converge when none of the vertices update their ⌧ indices
anymore. This implies that computations are performed for
all the vertices even when only a single update occurs. Those
computations are redundant. When ⌧(v) converges (v) for
a vertex v, no more computations are needed for v in the
following iterations. Also, a vertex can possibly maintain
the same ⌧ index for a number of iterations, reaches to a
plateau, and then updates it. So, it is not possible to deduce
whether ⌧(v) has converged to (v) by just looking at ⌧(v)
values of any vertex v. In order to skip the intermediate
or final plateaus during the convergence of ⌧(v) to (v), we
introduce a notification mechanism where a vertex notifies
its neighbors when its ⌧ index is updated.

Brown lines in Algorithm ?? summarizes the notification
mechanism we plug in to the asynchronous computation.
The only changes are in lines ??, ??, ?? and ??. Additional
C(·) array tracks whether a vertex v 2 V has updated its ⌧
index or not. It is set to true at the beginning to initiate
the computations for all vertices. Once C(v) becomes false,
i.e., maintains its ⌧ index, we avoid the computation. Note
that, a vertex restarts its computation only when a neighbor

vertex has an update (Line ??). Once a vertex completes
the computation, it is set to be not-updated (line ??) so that
no computation occurs until a notification is received from
a neighbor.

4.3 Illustrative examples
ToDo: explain fig 3 and 4

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
tification mechanism to avoid the redundant computations
can result in significant load imbalance between threads. If
most of the converged vertices reside in a certain part, then
the thread that is responsible for that part becomes idle un-
til the end of computation. To prevent this, we embraced
the dynamic scheduling where each thread is given a new
workload once it is done. No thread stays idle this way, and
the overall computation is parallelized more e�ciently.

h-index computation of a list is done by sorting the items
in non-increasing order and checking the values from the
beginning of the list to find the largest h value for which at
least h items exist with at least h value. Main bottleneck is
the sorting operation which takes O(n.logn) time. However,
h-index can be computed without sorting. We initialize h
as zero and iterate over the items in the list. At each time,
we attempt to increase the current h value based on the
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Theorem 4. In AND algorithm, if the r-cliques are pro-
cessed in the non-decreasing order of their final s indices,
convergence is obtained in a single iteration.

Proof. Say s(R) = t for an r-clique R. For the sake of
contradiction, assume that it takes more than one iteration
for ds(R) to converge s(R). So, ⌧0(R) = ds(R) and ⌧0(R) �
⌧1(R) > s(R). So, when R is being processed, H(L) > t
for L = {⇢(S) : S 3 R}. That means there are at least t + 1
s-cliques where each has ⇢ value of at least t + 1. However,
this implies that R is a part of (t + 1)-(r, s) nucleus, which
contradicts with the initial assumption.

The worst case happens when all the r-cliques see the ⌧
values of their neighbors that are computed in the previous
iteration and it is exactly the SND algorithm.

Figure 2 illustrates Snd and And algorithms (with di↵er-
ent orderings) on the k-core case (r = 1, s = 2). Our focus
is on vertices (1-cliques) and their edge (2-clique) counts
(degrees). We first apply Snd. First, vertex degrees are cal-
culated as ⌧0 indices (blue numbers). Then, for each vertex
u we compute the ⌧1(u) = H({⌧0(v) : v 2 N2(u)}, i.e., h-
index of its neighbors’ degrees (red numbers). For instance,
vertex a has two neighbors, e and b, with degrees 2 and
3. Since H({2, 3}) = 2, we get ⌧1(a) = 2. For vertex b,
we get ⌧1(b) = H({2, 2, 2}) = 2. Once we compute all ⌧1

indices, we iterate again because there were changes in ⌧
indices, e.g,. ⌧1(e) 6= ⌧0(e) (Line 13 in Algorithm 2). ⌧2

indices are shown in green. We observe an update only for
the vertex a; ⌧2(a) = H({⌧1(e), ⌧1(b)}) = H({1, 2}) = 1.
When we iterate again, no update is observed in ⌧ indices,
which means s = ⌧2 for all vertices. Regarding And algo-
rithm, we choose to follow the non-decreasing order of s

indices; {f,e,a,b,c,d}. Computing the ⌧1 indices on this or-
der enables us to reach the convergence in a single iteration.
For instance, ⌧1(a) = H({⌧1(e), ⌧0(b)}) = H({1, 2}) = 1.
If we choose to process the vertices in the alphabetical or-
der, {a,b,c,d,e,f}, we have ⌧1(a) = H({⌧0(e), ⌧0(b)}) =
H({2, 2}) = 2, which implies that we need more iteration(s)
to converge. Indeed ⌧2(a) = H({⌧1(e), ⌧1(b)}) = H({1, 2}) =
1

 ⌧1 ToDo: should I include some numbers in exp, bounds
part

4.2.1 Skipping the plateaus
ToDo: fig for tau changes and platos Our computations

converge when none of the vertices update their ⌧ indices
anymore. This implies that computations are performed for
all the vertices even when only a single update occurs. Those
computations are redundant. When ⌧(v) converges (v) for
a vertex v, no more computations are needed for v in the

following iterations. Also, a vertex can possibly maintain
the same ⌧ index for a number of iterations, reaches to a
plateau, and then updates it. So, it is not possible to deduce
whether ⌧(v) has converged to (v) by just looking at ⌧(v)
values of any vertex v. In order to skip the intermediate
or final plateaus during the convergence of ⌧(v) to (v), we
introduce a notification mechanism where a vertex notifies
its neighbors when its ⌧ index is updated.

Brown lines in Algorithm ?? summarizes the notification
mechanism we plug in to the asynchronous computation.
The only changes are in lines ??, ??, ?? and ??. Additional
C(·) array tracks whether a vertex v 2 V has updated its ⌧
index or not. It is set to true at the beginning to initiate
the computations for all vertices. Once C(v) becomes false,
i.e., maintains its ⌧ index, we avoid the computation. Note
that, a vertex restarts its computation only when a neighbor
vertex has an update (Line ??). Once a vertex completes
the computation, it is set to be not-updated (line ??) so that
no computation occurs until a notification is received from
a neighbor.

4.3 Illustrative examples
ToDo: explain fig 3 and 4

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
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AND (lex. order) : 

            no notification :
degree, core number : 

1 2 3 4            with notification :

Figure 4: Truss example

⌧0 ⌧1 ⌧2 ⌧3

⌧0 ⌧1 ⌧2

⌧0 ⌧1

d2 2

Figure 4 illustrates the k-truss decomposition (r = 2, s =
3) on a toy graph. We follow the lexicographical order of
the edges (vertex pairs). Triangle counts (d3) of edges are
given in blue, which are used to initialize ⌧0 indices. We first
process edge ab. It has four triangles, abc, abd, abe, abi.
⇢ value of each triangle is calculated by taking the minimum
⌧0 value of the neighbor edges of ab (Line 11). Set of ⇢ values
is {min(⌧0(ac), ⌧0(bc)), min(⌧0(ad), ⌧0(bd)), min(⌧0(ae),
⌧0(be)), min(⌧0(ai), ⌧0(bi))}, which is L = {4, 3, 3, 2} and
⌧1(ab) = H(L) = 3. After computing ⌧1 indices of all the
edges in lexicographical order (ei edge is last),

4.3 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
tification mechanism to avoid the redundant computations
can result in significant load imbalance between threads. If
most of the converged vertices reside in a certain part, then
the thread that is responsible for that part becomes idle un-
til the end of computation. To prevent this, we embraced
the dynamic scheduling where each thread is given a new
workload once it is done. No thread stays idle this way, and
the overall computation is parallelized more e�ciently.

h-index computation of a list is done by sorting the items
in non-increasing order and checking the values from the
beginning of the list to find the largest h value for which at

Table 3: Dataset statistics

|V | |E| |4| |K4|
as-skitter (ask) 1.7M 11.1M 28.8M 148.8M

facebook (fb) 4K 88.2K 1.6M 30.0M
soc-LiveJournal (slj) 4.8M 68.5M 285.7M 9.9B

soc-orkut (ork) 2.9M 106.3M 524.6M 2.4B
soc-sign-epinions (sse) 131.8K 711.2K 4.9M 58.6M
soc-twitter-higgs (hg) 456.6K 12.5M 83.0M 429.7M

twitter (tw) 81.3K 1.3M 13.1M 104.9M
web-Google (wgo) 916.4K 4.3M 13.4M 39.9M

web-NotreDame (wnd) 325.7K 1.1M 8.9M 231.9M
wikipedia-200611 (wiki) 3.1M 37.0M 88.8M 162.9M

least h items exist with at least h value. Main bottleneck is
the sorting operation which takes O(n.logn) time. However,
h-index can be computed without sorting. We initialize h
as zero and iterate over the items in the list. At each time,
we attempt to increase the current h value based on the
inspected item. For the current h value, we keep track of
the number of items that have equal value to h. We also
use a hashmap to keep track of the items that are greater
than the current h value, and we simply ignore the items
that are smaller than h. This enables the computation of
the h-index in linear time. In addition, for the non-initial
iterations of the convergence process, we simply check the
items if the current ⌧ index can be preserved. Once we see
� ⌧ items with at least ⌧ index, no more checks needed.

5. EXPERIMENTS
We evaluate our algorithms on three instances of the nu-

cleus decomposition: k-core (or (1, 2)), k-truss (or (2, 3)),
and (3, 4). Constructing the hypergraphs requires to store
all the s-cliques, which is infeasible for large networks. Thus
we do not construct the actual hypergraphs to compute
the  indices. Instead, we find the participations of the
r-cliques in s-cliques on-the-fly. Details about the com-
parison between two approaches are given in [25]. Our
dataset includes di↵erent types of real-world networks, such
as an internet topology network (as-skitter), online social
networks (facebook, soc-LiveJournal, soc-orkut), who-
trust-whom network (soc-sign-epinions), follower-followee
Twitter networks (soc-twitter-higgs, twitter), web net-
works (web-Google,
web-NotreDame), and a network of wikipedia pages
(wikipedia-200611). Number of vertices, edges, triangles
and four-cliques in those graphs are given in Table 3.

All experiments are performed on a Linux operating sys-
tem running on a machine with Intel Ivy Bridge processor at
2.4 GHz with 64 GB DDR3 1866 MHz memory. There are
two sockets on the machine and each has twelve cores, mak-
ing 24 cores in total. Algorithms are implemented in C++
and compiled using gcc 6.1.0 at -O2 optimization level. We
used OpenMP v4.5 for the shared-memory parallelization.

We start with comparing the number of iterations that
our synchronous (Algorithm ??) and asynchronous (Algo-
rithm ??) algorithms need to converge. Then, we investi-
gate how much the ⌧ indices can approach to  indices at
each iteration. Regarding the performance, we compare the
runtimes of our algorithms with respect to the peeling, and
also discuss the scalability of our implementations.
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4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
tification mechanism to avoid the redundant computations
can result in significant load imbalance between threads. If
most of the converged vertices reside in a certain part, then
the thread that is responsible for that part becomes idle un-
til the end of computation. To prevent this, we embraced
the dynamic scheduling where each thread is given a new
workload once it is done. No thread stays idle this way, and
the overall computation is parallelized more e�ciently.

h-index computation of a list is done by sorting the items
in non-increasing order and checking the values from the
beginning of the list to find the largest h value for which at
least h items exist with at least h value. Main bottleneck is
the sorting operation which takes O(n.logn) time. However,
h-index can be computed without sorting. We initialize h
as zero and iterate over the items in the list. At each time,
we attempt to increase the current h value based on the
inspected item. For the current h value, we keep track of
the number of items that have equal value to h. We also
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Table 3: Dataset statistics

|V | |E| |4| |K4|
as-skitter (ask) 1.7M 11.1M 28.8M 148.8M

facebook (fb) 4K 88.2K 1.6M 30.0M
soc-LiveJournal (slj) 4.8M 68.5M 285.7M 9.9B

soc-orkut (ork) 2.9M 106.3M 524.6M 2.4B
soc-sign-epinions (sse) 131.8K 711.2K 4.9M 58.6M
soc-twitter-higgs (hg) 456.6K 12.5M 83.0M 429.7M

twitter (tw) 81.3K 1.3M 13.1M 104.9M
web-Google (wgo) 916.4K 4.3M 13.4M 39.9M

web-NotreDame (wnd) 325.7K 1.1M 8.9M 231.9M
wikipedia-200611 (wiki) 3.1M 37.0M 88.8M 162.9M

use a hashmap to keep track of the items that are greater
than the current h value, and we simply ignore the items
that are smaller than h. This enables the computation of
the h-index in linear time. In addition, for the non-initial
iterations of the convergence process, we simply check the
items if the current ⌧ index can be preserved. Once we see
� ⌧ items with at least ⌧ index, no more checks needed.

5. EXPERIMENTS
We evaluate our algorithms on three instances of the nu-

cleus decomposition: k-core (or (1, 2)), k-truss (or (2, 3)),
and (3, 4). Constructing the hypergraphs requires to store
all the s-cliques, which is infeasible for large networks. Thus
we do not construct the actual hypergraphs to compute
the  indices. Instead, we find the participations of the
r-cliques in s-cliques on-the-fly. Details about the com-
parison between two approaches are given in [25]. Our
dataset includes di↵erent types of real-world networks, such
as an internet topology network (as-skitter), online social
networks (facebook, soc-LiveJournal, soc-orkut), who-
trust-whom network (soc-sign-epinions), follower-followee
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Theorem 4. In AND algorithm, if the r-cliques are pro-
cessed in the non-decreasing order of their final s indices,
convergence is obtained in a single iteration.

Proof. Say s(R) = t for an r-clique R. For the sake of
contradiction, assume that it takes more than one iteration
for ds(R) to converge s(R). So, ⌧0(R) = ds(R) and ⌧0(R) �
⌧1(R) > s(R). So, when R is being processed, H(L) > t
for L = {⇢(S) : S 3 R}. That means there are at least t + 1
s-cliques where each has ⇢ value of at least t + 1. However,
this implies that R is a part of (t + 1)-(r, s) nucleus, which
contradicts with the initial assumption.

The worst case happens when all the r-cliques see the ⌧
values of their neighbors that are computed in the previous
iteration and it is exactly the SND algorithm.

Figure 2 illustrates the di↵erence between Snd and And

algorithms (with di↵erent orderings) on the k-core case (r =
1, s = 2). Our focus is on vertices (1-cliques) and their re-
lations with edges (2-cliques). We first apply Snd. First,
vertex degrees are calculated as ⌧0 indices (blue numbers).
Then, for each vertex u we compute the ⌧1(u) = H({⌧0(v) :
v 2 N2(u)}, i.e., h-index of its neighbors’ degrees (red num-
bers). ⌧ For instance,

ToDo: should I include some numbers in exp, bounds part

4.2.1 Skipping the plateaus
ToDo: fig for tau changes and platos Our computations

converge when none of the vertices update their ⌧ indices
anymore. This implies that computations are performed for
all the vertices even when only a single update occurs. Those
computations are redundant. When ⌧(v) converges (v) for
a vertex v, no more computations are needed for v in the
following iterations. Also, a vertex can possibly maintain
the same ⌧ index for a number of iterations, reaches to a
plateau, and then updates it. So, it is not possible to deduce
whether ⌧(v) has converged to (v) by just looking at ⌧(v)
values of any vertex v. In order to skip the intermediate
or final plateaus during the convergence of ⌧(v) to (v), we
introduce a notification mechanism where a vertex notifies
its neighbors when its ⌧ index is updated.

Brown lines in Algorithm ?? summarizes the notification
mechanism we plug in to the asynchronous computation.
The only changes are in lines ??, ??, ?? and ??. Additional
C(·) array tracks whether a vertex v 2 V has updated its ⌧
index or not. It is set to true at the beginning to initiate
the computations for all vertices. Once C(v) becomes false,
i.e., maintains its ⌧ index, we avoid the computation. Note
that, a vertex restarts its computation only when a neighbor

vertex has an update (Line ??). Once a vertex completes
the computation, it is set to be not-updated (line ??) so that
no computation occurs until a notification is received from
a neighbor.

4.3 Illustrative examples
ToDo: explain fig 3 and 4

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
tification mechanism to avoid the redundant computations
can result in significant load imbalance between threads. If
most of the converged vertices reside in a certain part, then
the thread that is responsible for that part becomes idle un-
til the end of computation. To prevent this, we embraced
the dynamic scheduling where each thread is given a new
workload once it is done. No thread stays idle this way, and
the overall computation is parallelized more e�ciently.

h-index computation of a list is done by sorting the items
in non-increasing order and checking the values from the
beginning of the list to find the largest h value for which at
least h items exist with at least h value. Main bottleneck is
the sorting operation which takes O(n.logn) time. However,
h-index can be computed without sorting. We initialize h
as zero and iterate over the items in the list. At each time,
we attempt to increase the current h value based on the

a

i

d

f

b

h

c e g
122

4

2

4

3

2

4 2

1 1

23

3

2

2
1st
2nd
3rd

step
step
step

Figure 3: Core example

Figure 2: Async example

Theorem 4. In AND algorithm, if the r-cliques are pro-
cessed in the non-decreasing order of their final s indices,
convergence is obtained in a single iteration.

Proof. Say s(R) = t for an r-clique R. For the sake of
contradiction, assume that it takes more than one iteration
for ds(R) to converge s(R). So, ⌧0(R) = ds(R) and ⌧0(R) �
⌧1(R) > s(R). So, when R is being processed, H(L) > t
for L = {⇢(S) : S 3 R}. That means there are at least t + 1
s-cliques where each has ⇢ value of at least t + 1. However,
this implies that R is a part of (t + 1)-(r, s) nucleus, which
contradicts with the initial assumption.

The worst case happens when all the r-cliques see the ⌧
values of their neighbors that are computed in the previous
iteration and it is exactly the SND algorithm.

Figure 2 illustrates Snd and And algorithms (with di↵er-
ent orderings) on the k-core case (r = 1, s = 2). Our focus
is on vertices (1-cliques) and their edge (2-clique) counts
(degrees). We first apply Snd. First, vertex degrees are cal-
culated as ⌧0 indices (blue numbers). Then, for each vertex
u we compute the ⌧1(u) = H({⌧0(v) : v 2 N2(u)}, i.e., h-
index of its neighbors’ degrees (red numbers). For instance,
vertex a has two neighbors, e and b, with degrees 2 and
3. Since H({2, 3}) = 2, we get ⌧1(a) = 2. For vertex b,
we get ⌧1(b) = H({2, 2, 2}) = 2. Once we compute all ⌧1

indices, we iterate again because there were changes in ⌧
indices, e.g,. ⌧1(e) 6= ⌧0(e) (Line 13 in Algorithm 2). ⌧2

indices are shown in green. We observe an update only for
the vertex a; ⌧2(a) = H({⌧1(e), ⌧1(b)}) = H({1, 2}) = 1.
When we iterate again, no update is observed in ⌧ indices,
which means s = ⌧2 for all vertices. Regarding And algo-
rithm, we choose to follow the non-decreasing order of s

indices; {f,e,a,b,c,d}. Computing the ⌧1 indices on this or-
der enables us to reach the convergence in a single iteration.
For instance, ⌧1(a) = H({⌧1(e), ⌧0(b)}) = H({1, 2}) = 1.
If we choose to process the vertices in the alphabetical or-
der, {a,b,c,d,e,f}, we have ⌧1(a) = H({⌧0(e), ⌧0(b)}) =
H({2, 2}) = 2, which implies that we need more iteration(s)
to converge. Indeed ⌧2(a) = H({⌧1(e), ⌧1(b)}) = H({1, 2}) =
1

 ⌧1 ToDo: should I include some numbers in exp, bounds
part

4.2.1 Skipping the plateaus
ToDo: fig for tau changes and platos Our computations

converge when none of the vertices update their ⌧ indices
anymore. This implies that computations are performed for
all the vertices even when only a single update occurs. Those
computations are redundant. When ⌧(v) converges (v) for
a vertex v, no more computations are needed for v in the

following iterations. Also, a vertex can possibly maintain
the same ⌧ index for a number of iterations, reaches to a
plateau, and then updates it. So, it is not possible to deduce
whether ⌧(v) has converged to (v) by just looking at ⌧(v)
values of any vertex v. In order to skip the intermediate
or final plateaus during the convergence of ⌧(v) to (v), we
introduce a notification mechanism where a vertex notifies
its neighbors when its ⌧ index is updated.

Brown lines in Algorithm ?? summarizes the notification
mechanism we plug in to the asynchronous computation.
The only changes are in lines ??, ??, ?? and ??. Additional
C(·) array tracks whether a vertex v 2 V has updated its ⌧
index or not. It is set to true at the beginning to initiate
the computations for all vertices. Once C(v) becomes false,
i.e., maintains its ⌧ index, we avoid the computation. Note
that, a vertex restarts its computation only when a neighbor
vertex has an update (Line ??). Once a vertex completes
the computation, it is set to be not-updated (line ??) so that
no computation occurs until a notification is received from
a neighbor.

4.3 Illustrative examples
ToDo: explain fig 3 and 4

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
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4.3 Illustrative examples
ToDo: explain fig 3 and 4 We present two examples to

illustrate the di↵erences between Snd and And algorithms.
Figure 4 presents the k-core decomposition process on a toy
graph.

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
tification mechanism to avoid the redundant computations
can result in significant load imbalance between threads. If
most of the converged vertices reside in a certain part, then
the thread that is responsible for that part becomes idle un-
til the end of computation. To prevent this, we embraced
the dynamic scheduling where each thread is given a new
workload once it is done. No thread stays idle this way, and
the overall computation is parallelized more e�ciently.

h-index computation of a list is done by sorting the items
in non-increasing order and checking the values from the
beginning of the list to find the largest h value for which at
least h items exist with at least h value. Main bottleneck is
the sorting operation which takes O(n.logn) time. However,
h-index can be computed without sorting. We initialize h
as zero and iterate over the items in the list. At each time,
we attempt to increase the current h value based on the
inspected item. For the current h value, we keep track of
the number of items that have equal value to h. We also
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4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
tification mechanism to avoid the redundant computations
can result in significant load imbalance between threads. If
most of the converged vertices reside in a certain part, then
the thread that is responsible for that part becomes idle un-
til the end of computation. To prevent this, we embraced
the dynamic scheduling where each thread is given a new
workload once it is done. No thread stays idle this way, and
the overall computation is parallelized more e�ciently.

h-index computation of a list is done by sorting the items
in non-increasing order and checking the values from the
beginning of the list to find the largest h value for which at
least h items exist with at least h value. Main bottleneck is
the sorting operation which takes O(n.logn) time. However,
h-index can be computed without sorting. We initialize h
as zero and iterate over the items in the list. At each time,
we attempt to increase the current h value based on the
inspected item. For the current h value, we keep track of
the number of items that have equal value to h. We also
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Table 3: Dataset statistics

|V | |E| |4| |K4|
as-skitter (ask) 1.7M 11.1M 28.8M 148.8M

facebook (fb) 4K 88.2K 1.6M 30.0M
soc-LiveJournal (slj) 4.8M 68.5M 285.7M 9.9B

soc-orkut (ork) 2.9M 106.3M 524.6M 2.4B
soc-sign-epinions (sse) 131.8K 711.2K 4.9M 58.6M
soc-twitter-higgs (hg) 456.6K 12.5M 83.0M 429.7M

twitter (tw) 81.3K 1.3M 13.1M 104.9M
web-Google (wgo) 916.4K 4.3M 13.4M 39.9M

web-NotreDame (wnd) 325.7K 1.1M 8.9M 231.9M
wikipedia-200611 (wiki) 3.1M 37.0M 88.8M 162.9M

use a hashmap to keep track of the items that are greater
than the current h value, and we simply ignore the items
that are smaller than h. This enables the computation of
the h-index in linear time. In addition, for the non-initial
iterations of the convergence process, we simply check the
items if the current ⌧ index can be preserved. Once we see
� ⌧ items with at least ⌧ index, no more checks needed.

5. EXPERIMENTS
We evaluate our algorithms on three instances of the nu-

cleus decomposition: k-core (or (1, 2)), k-truss (or (2, 3)),
and (3, 4). Constructing the hypergraphs requires to store
all the s-cliques, which is infeasible for large networks. Thus
we do not construct the actual hypergraphs to compute
the  indices. Instead, we find the participations of the
r-cliques in s-cliques on-the-fly. Details about the com-
parison between two approaches are given in [25]. Our
dataset includes di↵erent types of real-world networks, such
as an internet topology network (as-skitter), online social
networks (facebook, soc-LiveJournal, soc-orkut), who-
trust-whom network (soc-sign-epinions), follower-followee
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Figure 2: Async example

Theorem 4. In AND algorithm, if the r-cliques are pro-
cessed in the non-decreasing order of their final s indices,
convergence is obtained in a single iteration.

Proof. Say s(R) = t for an r-clique R. For the sake of
contradiction, assume that it takes more than one iteration
for ds(R) to converge s(R). So, ⌧0(R) = ds(R) and ⌧0(R) �
⌧1(R) > s(R). So, when R is being processed, H(L) > t
for L = {⇢(S) : S 3 R}. That means there are at least t + 1
s-cliques where each has ⇢ value of at least t + 1. However,
this implies that R is a part of (t + 1)-(r, s) nucleus, which
contradicts with the initial assumption.

The worst case happens when all the r-cliques see the ⌧
values of their neighbors that are computed in the previous
iteration and it is exactly the SND algorithm.

Figure 2 illustrates the di↵erence between Snd and And

algorithms (with di↵erent orderings) on the k-core case (r =
1, s = 2). Our focus is on vertices (1-cliques) and their re-
lations with edges (2-cliques). We first apply Snd. First,
vertex degrees are calculated as ⌧0 indices (blue numbers).
Then, for each vertex u we compute the ⌧1(u) = H({⌧0(v) :
v 2 N2(u)}, i.e., h-index of its neighbors’ degrees (red num-
bers). ⌧ For instance,

ToDo: should I include some numbers in exp, bounds part

4.2.1 Skipping the plateaus
ToDo: fig for tau changes and platos Our computations

converge when none of the vertices update their ⌧ indices
anymore. This implies that computations are performed for
all the vertices even when only a single update occurs. Those
computations are redundant. When ⌧(v) converges (v) for
a vertex v, no more computations are needed for v in the
following iterations. Also, a vertex can possibly maintain
the same ⌧ index for a number of iterations, reaches to a
plateau, and then updates it. So, it is not possible to deduce
whether ⌧(v) has converged to (v) by just looking at ⌧(v)
values of any vertex v. In order to skip the intermediate
or final plateaus during the convergence of ⌧(v) to (v), we
introduce a notification mechanism where a vertex notifies
its neighbors when its ⌧ index is updated.

Brown lines in Algorithm ?? summarizes the notification
mechanism we plug in to the asynchronous computation.
The only changes are in lines ??, ??, ?? and ??. Additional
C(·) array tracks whether a vertex v 2 V has updated its ⌧
index or not. It is set to true at the beginning to initiate
the computations for all vertices. Once C(v) becomes false,
i.e., maintains its ⌧ index, we avoid the computation. Note
that, a vertex restarts its computation only when a neighbor

vertex has an update (Line ??). Once a vertex completes
the computation, it is set to be not-updated (line ??) so that
no computation occurs until a notification is received from
a neighbor.

4.3 Illustrative examples
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4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
tification mechanism to avoid the redundant computations
can result in significant load imbalance between threads. If
most of the converged vertices reside in a certain part, then
the thread that is responsible for that part becomes idle un-
til the end of computation. To prevent this, we embraced
the dynamic scheduling where each thread is given a new
workload once it is done. No thread stays idle this way, and
the overall computation is parallelized more e�ciently.

h-index computation of a list is done by sorting the items
in non-increasing order and checking the values from the
beginning of the list to find the largest h value for which at
least h items exist with at least h value. Main bottleneck is
the sorting operation which takes O(n.logn) time. However,
h-index can be computed without sorting. We initialize h
as zero and iterate over the items in the list. At each time,
we attempt to increase the current h value based on the
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Figure 2: Async example

Theorem 4. In AND algorithm, if the r-cliques are pro-
cessed in the non-decreasing order of their final s indices,
convergence is obtained in a single iteration.

Proof. Say s(R) = t for an r-clique R. For the sake of
contradiction, assume that it takes more than one iteration
for ds(R) to converge s(R). So, ⌧0(R) = ds(R) and ⌧0(R) �
⌧1(R) > s(R). So, when R is being processed, H(L) > t
for L = {⇢(S) : S 3 R}. That means there are at least t + 1
s-cliques where each has ⇢ value of at least t + 1. However,
this implies that R is a part of (t + 1)-(r, s) nucleus, which
contradicts with the initial assumption.

The worst case happens when all the r-cliques see the ⌧
values of their neighbors that are computed in the previous
iteration and it is exactly the SND algorithm.

Figure 2 illustrates Snd and And algorithms (with di↵er-
ent orderings) on the k-core case (r = 1, s = 2). Our focus
is on vertices (1-cliques) and their edge (2-clique) counts
(degrees). We first apply Snd. First, vertex degrees are cal-
culated as ⌧0 indices (blue numbers). Then, for each vertex
u we compute the ⌧1(u) = H({⌧0(v) : v 2 N2(u)}, i.e., h-
index of its neighbors’ degrees (red numbers). For instance,
vertex a has two neighbors, e and b, with degrees 2 and
3. Since H({2, 3}) = 2, we get ⌧1(a) = 2. For vertex b,
we get ⌧1(b) = H({2, 2, 2}) = 2. Once we compute all ⌧1

indices, we iterate again because there were changes in ⌧
indices, e.g,. ⌧1(e) 6= ⌧0(e) (Line 13 in Algorithm 2). ⌧2

indices are shown in green. We observe an update only for
the vertex a; ⌧2(a) = H({⌧1(e), ⌧1(b)}) = H({1, 2}) = 1.
When we iterate again, no update is observed in ⌧ indices,
which means s = ⌧2 for all vertices. Regarding And algo-
rithm, we choose to follow the non-decreasing order of s

indices; {f,e,a,b,c,d}. Computing the ⌧1 indices on this or-
der enables us to reach the convergence in a single iteration.
For instance, ⌧1(a) = H({⌧1(e), ⌧0(b)}) = H({1, 2}) = 1.
If we choose to process the vertices in the alphabetical or-
der, {a,b,c,d,e,f}, we have ⌧1(a) = H({⌧0(e), ⌧0(b)}) =
H({2, 2}) = 2, which implies that we need more iteration(s)
to converge. Indeed ⌧2(a) = H({⌧1(e), ⌧1(b)}) = H({1, 2}) =
1

 ⌧1 ToDo: should I include some numbers in exp, bounds
part

4.2.1 Skipping the plateaus
ToDo: fig for tau changes and platos Our computations

converge when none of the vertices update their ⌧ indices
anymore. This implies that computations are performed for
all the vertices even when only a single update occurs. Those
computations are redundant. When ⌧(v) converges (v) for
a vertex v, no more computations are needed for v in the

following iterations. Also, a vertex can possibly maintain
the same ⌧ index for a number of iterations, reaches to a
plateau, and then updates it. So, it is not possible to deduce
whether ⌧(v) has converged to (v) by just looking at ⌧(v)
values of any vertex v. In order to skip the intermediate
or final plateaus during the convergence of ⌧(v) to (v), we
introduce a notification mechanism where a vertex notifies
its neighbors when its ⌧ index is updated.

Brown lines in Algorithm ?? summarizes the notification
mechanism we plug in to the asynchronous computation.
The only changes are in lines ??, ??, ?? and ??. Additional
C(·) array tracks whether a vertex v 2 V has updated its ⌧
index or not. It is set to true at the beginning to initiate
the computations for all vertices. Once C(v) becomes false,
i.e., maintains its ⌧ index, we avoid the computation. Note
that, a vertex restarts its computation only when a neighbor
vertex has an update (Line ??). Once a vertex completes
the computation, it is set to be not-updated (line ??) so that
no computation occurs until a notification is received from
a neighbor.

4.3 Illustrative examples
ToDo: explain fig 3 and 4

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
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Figure 5: Truss example

Table 3: Dataset statistics

|V | |E| |4| |K4|
as-skitter (ask) 1.7M 11.1M 28.8M 148.8M

facebook (fb) 4K 88.2K 1.6M 30.0M
soc-LiveJournal (slj) 4.8M 68.5M 285.7M 9.9B

soc-orkut (ork) 2.9M 106.3M 524.6M 2.4B
soc-sign-epinions (sse) 131.8K 711.2K 4.9M 58.6M
soc-twitter-higgs (hg) 456.6K 12.5M 83.0M 429.7M

twitter (tw) 81.3K 1.3M 13.1M 104.9M
web-Google (wgo) 916.4K 4.3M 13.4M 39.9M

web-NotreDame (wnd) 325.7K 1.1M 8.9M 231.9M
wikipedia-200611 (wiki) 3.1M 37.0M 88.8M 162.9M

use a hashmap to keep track of the items that are greater
than the current h value, and we simply ignore the items
that are smaller than h. This enables the computation of
the h-index in linear time. In addition, for the non-initial
iterations of the convergence process, we simply check the
items if the current ⌧ index can be preserved. Once we see
� ⌧ items with at least ⌧ index, no more checks needed.

5. EXPERIMENTS
We evaluate our algorithms on three instances of the nu-

cleus decomposition: k-core (or (1, 2)), k-truss (or (2, 3)),
and (3, 4). Constructing the hypergraphs requires to store
all the s-cliques, which is infeasible for large networks. Thus
we do not construct the actual hypergraphs to compute
the  indices. Instead, we find the participations of the
r-cliques in s-cliques on-the-fly. Details about the com-
parison between two approaches are given in [25]. Our
dataset includes di↵erent types of real-world networks, such
as an internet topology network (as-skitter), online social
networks (facebook, soc-LiveJournal, soc-orkut), who-
trust-whom network (soc-sign-epinions), follower-followee
Twitter networks (soc-twitter-higgs, twitter), web net-
works (web-Google,
web-NotreDame), and a network of wikipedia pages
(wikipedia-200611). Number of vertices, edges, triangles
and four-cliques in those graphs are given in Table 3.
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Theorem 4. In AND algorithm, if the r-cliques are pro-
cessed in the non-decreasing order of their final s indices,
convergence is obtained in a single iteration.

Proof. Say s(R) = t for an r-clique R. For the sake of
contradiction, assume that it takes more than one iteration
for ds(R) to converge s(R). So, ⌧0(R) = ds(R) and ⌧0(R) �
⌧1(R) > s(R). So, when R is being processed, H(L) > t
for L = {⇢(S) : S 3 R}. That means there are at least t + 1
s-cliques where each has ⇢ value of at least t + 1. However,
this implies that R is a part of (t + 1)-(r, s) nucleus, which
contradicts with the initial assumption.

The worst case happens when all the r-cliques see the ⌧
values of their neighbors that are computed in the previous
iteration and it is exactly the SND algorithm.

Figure 2 illustrates the di↵erence between Snd and And

algorithms (with di↵erent orderings) on the k-core case (r =
1, s = 2). Our focus is on vertices (1-cliques) and their re-
lations with edges (2-cliques). We first apply Snd. First,
vertex degrees are calculated as ⌧0 indices (blue numbers).
Then, for each vertex u we compute the ⌧1(u) = H({⌧0(v) :
v 2 N2(u)}, i.e., h-index of its neighbors’ degrees (red num-
bers). ⌧ For instance,

ToDo: should I include some numbers in exp, bounds part

4.2.1 Skipping the plateaus
ToDo: fig for tau changes and platos Our computations

converge when none of the vertices update their ⌧ indices
anymore. This implies that computations are performed for
all the vertices even when only a single update occurs. Those
computations are redundant. When ⌧(v) converges (v) for
a vertex v, no more computations are needed for v in the
following iterations. Also, a vertex can possibly maintain
the same ⌧ index for a number of iterations, reaches to a
plateau, and then updates it. So, it is not possible to deduce
whether ⌧(v) has converged to (v) by just looking at ⌧(v)
values of any vertex v. In order to skip the intermediate
or final plateaus during the convergence of ⌧(v) to (v), we
introduce a notification mechanism where a vertex notifies
its neighbors when its ⌧ index is updated.

Brown lines in Algorithm ?? summarizes the notification
mechanism we plug in to the asynchronous computation.
The only changes are in lines ??, ??, ?? and ??. Additional
C(·) array tracks whether a vertex v 2 V has updated its ⌧
index or not. It is set to true at the beginning to initiate
the computations for all vertices. Once C(v) becomes false,
i.e., maintains its ⌧ index, we avoid the computation. Note
that, a vertex restarts its computation only when a neighbor

vertex has an update (Line ??). Once a vertex completes
the computation, it is set to be not-updated (line ??) so that
no computation occurs until a notification is received from
a neighbor.

4.3 Illustrative examples
ToDo: explain fig 3 and 4

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
tification mechanism to avoid the redundant computations
can result in significant load imbalance between threads. If
most of the converged vertices reside in a certain part, then
the thread that is responsible for that part becomes idle un-
til the end of computation. To prevent this, we embraced
the dynamic scheduling where each thread is given a new
workload once it is done. No thread stays idle this way, and
the overall computation is parallelized more e�ciently.

h-index computation of a list is done by sorting the items
in non-increasing order and checking the values from the
beginning of the list to find the largest h value for which at
least h items exist with at least h value. Main bottleneck is
the sorting operation which takes O(n.logn) time. However,
h-index can be computed without sorting. We initialize h
as zero and iterate over the items in the list. At each time,
we attempt to increase the current h value based on the
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Figure 2: Async example

Theorem 4. In AND algorithm, if the r-cliques are pro-
cessed in the non-decreasing order of their final s indices,
convergence is obtained in a single iteration.

Proof. Say s(R) = t for an r-clique R. For the sake of
contradiction, assume that it takes more than one iteration
for ds(R) to converge s(R). So, ⌧0(R) = ds(R) and ⌧0(R) �
⌧1(R) > s(R). So, when R is being processed, H(L) > t
for L = {⇢(S) : S 3 R}. That means there are at least t + 1
s-cliques where each has ⇢ value of at least t + 1. However,
this implies that R is a part of (t + 1)-(r, s) nucleus, which
contradicts with the initial assumption.

The worst case happens when all the r-cliques see the ⌧
values of their neighbors that are computed in the previous
iteration and it is exactly the SND algorithm.

Figure 2 illustrates Snd and And algorithms (with di↵er-
ent orderings) on the k-core case (r = 1, s = 2). Our focus
is on vertices (1-cliques) and their edge (2-clique) counts
(degrees). We first apply Snd. First, vertex degrees are cal-
culated as ⌧0 indices (blue numbers). Then, for each vertex
u we compute the ⌧1(u) = H({⌧0(v) : v 2 N2(u)}, i.e., h-
index of its neighbors’ degrees (red numbers). For instance,
vertex a has two neighbors, e and b, with degrees 2 and
3. Since H({2, 3}) = 2, we get ⌧1(a) = 2. For vertex b,
we get ⌧1(b) = H({2, 2, 2}) = 2. Once we compute all ⌧1

indices, we iterate again because there were changes in ⌧
indices, e.g,. ⌧1(e) 6= ⌧0(e) (Line 13 in Algorithm 2). ⌧2

indices are shown in green. We observe an update only for
the vertex a; ⌧2(a) = H({⌧1(e), ⌧1(b)}) = H({1, 2}) = 1.
When we iterate again, no update is observed in ⌧ indices,
which means s = ⌧2 for all vertices. Regarding And algo-
rithm, we choose to follow the non-decreasing order of s

indices; {f,e,a,b,c,d}. Computing the ⌧1 indices on this or-
der enables us to reach the convergence in a single iteration.
For instance, ⌧1(a) = H({⌧1(e), ⌧0(b)}) = H({1, 2}) = 1.
If we choose to process the vertices in the alphabetical or-
der, {a,b,c,d,e,f}, we have ⌧1(a) = H({⌧0(e), ⌧0(b)}) =
H({2, 2}) = 2, which implies that we need more iteration(s)
to converge. Indeed ⌧2(a) = H({⌧1(e), ⌧1(b)}) = H({1, 2}) =
1

 ⌧1 ToDo: should I include some numbers in exp, bounds
part

4.2.1 Skipping the plateaus
ToDo: fig for tau changes and platos Our computations

converge when none of the vertices update their ⌧ indices
anymore. This implies that computations are performed for
all the vertices even when only a single update occurs. Those
computations are redundant. When ⌧(v) converges (v) for
a vertex v, no more computations are needed for v in the

following iterations. Also, a vertex can possibly maintain
the same ⌧ index for a number of iterations, reaches to a
plateau, and then updates it. So, it is not possible to deduce
whether ⌧(v) has converged to (v) by just looking at ⌧(v)
values of any vertex v. In order to skip the intermediate
or final plateaus during the convergence of ⌧(v) to (v), we
introduce a notification mechanism where a vertex notifies
its neighbors when its ⌧ index is updated.

Brown lines in Algorithm ?? summarizes the notification
mechanism we plug in to the asynchronous computation.
The only changes are in lines ??, ??, ?? and ??. Additional
C(·) array tracks whether a vertex v 2 V has updated its ⌧
index or not. It is set to true at the beginning to initiate
the computations for all vertices. Once C(v) becomes false,
i.e., maintains its ⌧ index, we avoid the computation. Note
that, a vertex restarts its computation only when a neighbor
vertex has an update (Line ??). Once a vertex completes
the computation, it is set to be not-updated (line ??) so that
no computation occurs until a notification is received from
a neighbor.

4.3 Illustrative examples
ToDo: explain fig 3 and 4

4.4 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
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d3

 0  1  2
 3

1 2 3 4

AND (lex. order) : 

            no notification :
degree, core number : 

1 2 3 4            with notification :

Figure 4: Truss example

⌧0 ⌧1 ⌧2 ⌧3

⌧0 ⌧1 ⌧2

⌧0 ⌧1

d2 2

Figure 4 illustrates the k-truss decomposition (r = 2, s =
3) on a toy graph. We follow the lexicographical order of
the edges (vertex pairs). Triangle counts (d3) of edges are
given in blue, which are used to initialize ⌧0 indices. We first
process edge ab. It has four triangles, abc, abd, abe, abi.
⇢ value of each triangle is calculated by taking the minimum
⌧0 value of the neighbor edges of ab (Line 11). Set of ⇢ values
is {min(⌧0(ac), ⌧0(bc)), min(⌧0(ad), ⌧0(bd)), min(⌧0(ae),
⌧0(be)), min(⌧0(ai), ⌧0(bi))}, which is L = {4, 3, 3, 2} and
⌧1(ab) = H(L) = 3. After computing ⌧1 indices of all the
edges in lexicographical order (ei edge is last),

4.3 Heuristics and implementation
Here we introduce an important scheduling decision for

the parallelization in our algorithms, and a heuristic to com-
pute the h-index of a set in linear time.

We implemented our algorithms by using OpenMP [6] to
utilize the shared-memory architectures. The loops, anno-
tated as parallel in Algorithm ??, are shared among threads,
and each thread is responsible for its partition of vertices.
Default scheduling policy in OpenMP is static and it dis-
tributes the iterations of the loop to the threads in chunks,
i.e., for two threads, one takes the first half and the other
takes the second. Although this policy is useful for many ap-
plications, it will not work well for our algorithms. The no-
tification mechanism to avoid the redundant computations
can result in significant load imbalance between threads. If
most of the converged vertices reside in a certain part, then
the thread that is responsible for that part becomes idle un-
til the end of computation. To prevent this, we embraced
the dynamic scheduling where each thread is given a new
workload once it is done. No thread stays idle this way, and
the overall computation is parallelized more e�ciently.

h-index computation of a list is done by sorting the items
in non-increasing order and checking the values from the
beginning of the list to find the largest h value for which at

Table 3: Dataset statistics

|V | |E| |4| |K4|
as-skitter (ask) 1.7M 11.1M 28.8M 148.8M

facebook (fb) 4K 88.2K 1.6M 30.0M
soc-LiveJournal (slj) 4.8M 68.5M 285.7M 9.9B

soc-orkut (ork) 2.9M 106.3M 524.6M 2.4B
soc-sign-epinions (sse) 131.8K 711.2K 4.9M 58.6M
soc-twitter-higgs (hg) 456.6K 12.5M 83.0M 429.7M

twitter (tw) 81.3K 1.3M 13.1M 104.9M
web-Google (wgo) 916.4K 4.3M 13.4M 39.9M

web-NotreDame (wnd) 325.7K 1.1M 8.9M 231.9M
wikipedia-200611 (wiki) 3.1M 37.0M 88.8M 162.9M

least h items exist with at least h value. Main bottleneck is
the sorting operation which takes O(n.logn) time. However,
h-index can be computed without sorting. We initialize h
as zero and iterate over the items in the list. At each time,
we attempt to increase the current h value based on the
inspected item. For the current h value, we keep track of
the number of items that have equal value to h. We also
use a hashmap to keep track of the items that are greater
than the current h value, and we simply ignore the items
that are smaller than h. This enables the computation of
the h-index in linear time. In addition, for the non-initial
iterations of the convergence process, we simply check the
items if the current ⌧ index can be preserved. Once we see
� ⌧ items with at least ⌧ index, no more checks needed.

5. EXPERIMENTS
We evaluate our algorithms on three instances of the nu-

cleus decomposition: k-core (or (1, 2)), k-truss (or (2, 3)),
and (3, 4). Constructing the hypergraphs requires to store
all the s-cliques, which is infeasible for large networks. Thus
we do not construct the actual hypergraphs to compute
the  indices. Instead, we find the participations of the
r-cliques in s-cliques on-the-fly. Details about the com-
parison between two approaches are given in [25]. Our
dataset includes di↵erent types of real-world networks, such
as an internet topology network (as-skitter), online social
networks (facebook, soc-LiveJournal, soc-orkut), who-
trust-whom network (soc-sign-epinions), follower-followee
Twitter networks (soc-twitter-higgs, twitter), web net-
works (web-Google,
web-NotreDame), and a network of wikipedia pages
(wikipedia-200611). Number of vertices, edges, triangles
and four-cliques in those graphs are given in Table 3.

All experiments are performed on a Linux operating sys-
tem running on a machine with Intel Ivy Bridge processor at
2.4 GHz with 64 GB DDR3 1866 MHz memory. There are
two sockets on the machine and each has twelve cores, mak-
ing 24 cores in total. Algorithms are implemented in C++
and compiled using gcc 6.1.0 at -O2 optimization level. We
used OpenMP v4.5 for the shared-memory parallelization.

We start with comparing the number of iterations that
our synchronous (Algorithm ??) and asynchronous (Algo-
rithm ??) algorithms need to converge. Then, we investi-
gate how much the ⌧ indices can approach to  indices at
each iteration. Regarding the performance, we compare the
runtimes of our algorithms with respect to the peeling, and
also discuss the scalability of our implementations.

Quick	  convergence:	  
	  	  	  	  	  	  -‐	  Just	  a	  few	  itera2ons	  enough	  to	  get	  almost	  exact	  results	  
	  	  	  	  	  	  -‐	  99%	  Kendall-‐Tau	  distance	  obtained	  when	  less	  than	  10%	  	  	  	  	  
	  	  	  	  	  	  ver2ces,	  edges	  or	  Krs	  are	  being	  processed	  
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Figure 1: Convergence rates with the number of it-
erations for five graphs in our dataset. Kendall-Tau
similarity score compares the obtained decomposi-
tion and the exact decomposition; becomes 1.0 when
both are the same. We observe that our local al-
gorithms compute almost-exact decompositions in
around 10 iterations for k-truss, and (3, 4) nucleus
decompositions. This enables exploring trade-offs
between time and quality, which are necessary for
the real-world applications.

O(|E|) algorithm for this process [3]. It keeps track of the
vertex with the minimum degree at each step, thus requires
global information about the graph at any time. k-truss de-
composition has a similar peeling process with O(|△|) com-
plexity [5]. To find a k-truss, all the edges with less than k
triangles are removed recursively and at each step, algorithm
keeps track of the edge with the minimum triangle count,
which requires information from all around the graph. Nu-
cleus decomposition [28] also facilitates the peeling process
on the given higher-order structures. The computational
bottleneck in the peeling process is the need for the
global graph information. This results in inherently se-
quential processing. Parallelizing the peeling process in a
scalable way is not possible since each step depends on the
results of the previous step. Parallelizing each step in itself
is also infeasible since synchronizations are needed to de-
crease the degrees of the vertices which are the neighbor to
the multiple vertices being processed in that step.

Iterative h-index computation: Lu et al. introduced an
alternative formulation for k-core decomposition [20]. They
proposed to iteratively compute h-indices on the vertex de-
grees to find the core numbers of vertices. Degrees of the
vertices are found at the beginning and each vertex com-
putes the h-index value for the list of its neighbors’ degrees.
This process is repeated on these values until convergence.
At the end, each vertex has the value of its core number.
They prove that convergence of degrees to the core numbers
is guaranteed. They also analyzed the convergence charac-
teristics of the real-world networks and show nice trade-offs
for time and quality of the solutions.

We generalize Lu et al.’s work for any nucleus decom-
position, including k-truss. We show that convergence is
guaranteed for all nucleus decompositions and prove the
first upper bounds for the number of iterations. Our frame-
work of algorithms locally compute any nucleus decompo-
sition. We propose that iteratively computing h-indices of
vertices/edges/r-cliques based on their degrees/triangle/s-
clique counts converges in the core/truss/nucleus numbers
(r < s). Local formulation also enables the pleasingly paral-
lel computation, which is not possible in the peeling process.

(in seconds) Peeling Local alg. Speedup

twitter 131 73 1.8
web-NotreDame 261 33 7.9
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Table 1: Runtime comparison between the peeling
algorithm and the local algorithm we introduce
for (3, 4) nucleus decomposition. Our local algo-
rithm enables the pleasingly parallel computation
and obtains up to 7.9x speedup over peeling with 24
threads.

In addition, intermediate values provide an approximation
to the exact nucleus decomposition to trade-off between run-
time and quality. Note that this is also not possible in the
peeling process, because no intermediate solution can pro-
vide an overall approximation to the exact solution. For
instance, the densest regions are not revealed until the end.

1.2 Contributions
Our contributions can be summarized as follows:

• Generalization for nucleus decomposition: We
generalize the iterative h-index computation idea [20]
for any nucleus decomposition by using only the lo-
cal information. Our approach is based on iteratively
computing the h-indices on the degrees of vertices, tri-
angle counts of edges, and s-clique counts of r-cliques
(r < s) until convergence. We prove that the iterative
computation by the h-indices guarantees the conver-
gence to the core, truss, and nucleus decompositions.

• Upper bounds for convergence: We prove an up-
per bound for the number of iterations needed for con-
vergence. We define the concept of degree levels which
models the worst case for convergence. Our bounds
are generic for any nucleus decomposition and much
tighter than the obvious bounds that rely on the num-
ber of vertices/edge/triangles.

• Framework of parallel local algorithms: We in-
troduce a framework of efficient algorithms that only
use local information to compute any nucleus decom-
position. Our algorithms are pleasingly parallel thanks
to the local computation and have been implemented
in OpenMP for the shared-memory architectures.

• Evaluation on real-world networks: We evaluate
our algorithms and implementation on various types of
real-world networks. With 24 threads, we obtain up to
4.04x and 7.98x speedups for k-truss and (3, 4) nucleus
decompositions, respectively. Table 1 gives represen-
tative runtime results for the (3, 4) nucleus decomposi-
tion. We also obtain close approximations to the exact
nucleus decompositions within a few iterations. Fig-
ure 1 presents the convergence rates by the number
of iterations for k-truss and (3, 4) nucleus decomposi-
tions. For most graphs, our algorithms achieve close
solutions to the exact decompositions in ∼10 itera-
tions. This enables the exploration of trade-offs be-
tween time and quality, which are essential for real-
world applications.
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Figure 1: Convergence rates with the number of it-
erations for five graphs in our dataset. Kendall-Tau
similarity score compares the obtained decomposi-
tion and the exact decomposition; becomes 1.0 when
both are the same. We observe that our local al-
gorithms compute almost-exact decompositions in
around 10 iterations for k-truss, and (3, 4) nucleus
decompositions. This enables exploring trade-offs
between time and quality, which are necessary for
the real-world applications.

O(|E|) algorithm for this process [3]. It keeps track of the
vertex with the minimum degree at each step, thus requires
global information about the graph at any time. k-truss de-
composition has a similar peeling process with O(|△|) com-
plexity [5]. To find a k-truss, all the edges with less than k
triangles are removed recursively and at each step, algorithm
keeps track of the edge with the minimum triangle count,
which requires information from all around the graph. Nu-
cleus decomposition [28] also facilitates the peeling process
on the given higher-order structures. The computational
bottleneck in the peeling process is the need for the
global graph information. This results in inherently se-
quential processing. Parallelizing the peeling process in a
scalable way is not possible since each step depends on the
results of the previous step. Parallelizing each step in itself
is also infeasible since synchronizations are needed to de-
crease the degrees of the vertices which are the neighbor to
the multiple vertices being processed in that step.

Iterative h-index computation: Lu et al. introduced an
alternative formulation for k-core decomposition [20]. They
proposed to iteratively compute h-indices on the vertex de-
grees to find the core numbers of vertices. Degrees of the
vertices are found at the beginning and each vertex com-
putes the h-index value for the list of its neighbors’ degrees.
This process is repeated on these values until convergence.
At the end, each vertex has the value of its core number.
They prove that convergence of degrees to the core numbers
is guaranteed. They also analyzed the convergence charac-
teristics of the real-world networks and show nice trade-offs
for time and quality of the solutions.

We generalize Lu et al.’s work for any nucleus decom-
position, including k-truss. We show that convergence is
guaranteed for all nucleus decompositions and prove the
first upper bounds for the number of iterations. Our frame-
work of algorithms locally compute any nucleus decompo-
sition. We propose that iteratively computing h-indices of
vertices/edges/r-cliques based on their degrees/triangle/s-
clique counts converges in the core/truss/nucleus numbers
(r < s). Local formulation also enables the pleasingly paral-
lel computation, which is not possible in the peeling process.

(in seconds) Peeling Local alg. Speedup
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Table 1: Runtime comparison between the peeling
algorithm and the local algorithm we introduce
for (3, 4) nucleus decomposition. Our local algo-
rithm enables the pleasingly parallel computation
and obtains up to 7.9x speedup over peeling with 24
threads.

In addition, intermediate values provide an approximation
to the exact nucleus decomposition to trade-off between run-
time and quality. Note that this is also not possible in the
peeling process, because no intermediate solution can pro-
vide an overall approximation to the exact solution. For
instance, the densest regions are not revealed until the end.

1.2 Contributions
Our contributions can be summarized as follows:

• Generalization for nucleus decomposition: We
generalize the iterative h-index computation idea [20]
for any nucleus decomposition by using only the lo-
cal information. Our approach is based on iteratively
computing the h-indices on the degrees of vertices, tri-
angle counts of edges, and s-clique counts of r-cliques
(r < s) until convergence. We prove that the iterative
computation by the h-indices guarantees the conver-
gence to the core, truss, and nucleus decompositions.

• Upper bounds for convergence: We prove an up-
per bound for the number of iterations needed for con-
vergence. We define the concept of degree levels which
models the worst case for convergence. Our bounds
are generic for any nucleus decomposition and much
tighter than the obvious bounds that rely on the num-
ber of vertices/edge/triangles.

• Framework of parallel local algorithms: We in-
troduce a framework of efficient algorithms that only
use local information to compute any nucleus decom-
position. Our algorithms are pleasingly parallel thanks
to the local computation and have been implemented
in OpenMP for the shared-memory architectures.

• Evaluation on real-world networks: We evaluate
our algorithms and implementation on various types of
real-world networks. With 24 threads, we obtain up to
4.04x and 7.98x speedups for k-truss and (3, 4) nucleus
decompositions, respectively. Table 1 gives represen-
tative runtime results for the (3, 4) nucleus decomposi-
tion. We also obtain close approximations to the exact
nucleus decompositions within a few iterations. Fig-
ure 1 presents the convergence rates by the number
of iterations for k-truss and (3, 4) nucleus decomposi-
tions. For most graphs, our algorithms achieve close
solutions to the exact decompositions in ∼10 itera-
tions. This enables the exploration of trade-offs be-
tween time and quality, which are essential for real-
world applications.
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Figure 8: Speedups of the parallel computations with respect to the sequential runs for the k-core, k-truss,
and (3, 4) nucleus decompositions for all the graphs. We used 2, 4, 6, 12, and 24 threads where each thread is
assigned to a single core. With 24 threads, we observe up to 7x, 14x, and 29x speedups for k-core, k-truss,
and (3, 4) nucleus decompositions, respectively. Speedup numbers increase with more number of threads and
faster solutions are possible with better machines that have more cores.

computation is sequential as it cannot be parallelized. Run-
times with 24 threads are presented in Table 5. Overall, k-
core computations are quite fast and there is not much work
to benefit from parallelism, so the peeling process is faster
than And. Note that peeling performs a single scan of the
graph while our algorithm does that at each iteration. For
the k-truss and (3, 4) nucleus decompositions, And obtains
significant speedups over the peeling process. In particu-
lar, (3, 4) is 7.98x faster than peeling on the web-NotreDame
graph, and k-truss decomposition has 4.04x speedup over
the peeling process on the as-skitter graph.

We also check the speedups for the approximate decompo-
sitions. We show how the speedups (with respect to peeling
algorithm) change when a certain amount of accuracy in
κs indices is sacrificed. Figure 9 presents the behavior for
k-truss and (3, 4) nucleus decompositions on some represen-
tative graphs, starting from iteration 0. We observe that
after a certain accuracy score, speedups do not change sig-
nificantly. For k-truss decomposition on as-skitter graph,
accuracy scores jump from 0.45 to 0.8 in the first itera-
tion and the speedup drops significantly – from 31 to 10.
However, the accuracy scores above 0.8 do not change the
speedup drastically. Slower rate of changes in speedup num-
bers (close to the convergence) enables to get more accurate
results with a small additional cost. The reason behind this
behavior is our notification mechanism that avoids the re-
dundant computations. Similar trends are also observed for
soc-twitter-higgs and wikipedia-200611 graphs, on both
k-truss and (3, 4) nucleus decompositions.

5.4 Shared-memory parallelization is scalable
We present the strong scalability evaluation for our shared-
memory implementations of k-core, k-truss, and (3, 4) nu-
cleus decompositions. Our machine has 24 cores in total (12
in each socket) and we run the experiments with 2, 4, 6, 12,
and 24 threads where each thread is assigned to a single
core. Speedups for all three decompositions with respect
to the sequential runs of And are given in Figure 8 for all
the graphs. On average, using 24 threads we achieve 4.62x,
10.33x, and 15.12x speedups for k-core, k-truss, and (3, 4)
nucleus decompositions, respectively. We also observe up to
7x, 14x, and 29x faster computations on some graphs. Our

speedup numbers increase with more threads and faster so-
lutions are possible with more cores. We also observe that
speedups increase with larger r, s values which is due to the
increasing computation demand. Overall, our parallel lo-
cal algorithms are scalable and promise faster computations
with more threads.

6. RELATED WORK
Previous attempts to estimate the core numbers (or k-cores)
focus on the neighborhood of a vertex within a certain ra-
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Figure 9: Change of speedups (over peeling algo-
rithm) with varying approximations of k-truss, and
(3, 4) nucleus decompositions. After a certain ac-
curacy score, speedups do not change significantly,
which enables to get more accurate results with a
small additional cost. Thanks to our notification
mechanism (Section 4.2.1), most of the work is done
in the first few iterations and fine tuning of the κs

indices are made easier.
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Figure 1: Convergence rates with the number of it-
erations for five graphs in our dataset. Kendall-Tau
similarity score compares the obtained decomposi-
tion and the exact decomposition; becomes 1.0 when
both are the same. We observe that our local al-
gorithms compute almost-exact decompositions in
around 10 iterations for k-truss, and (3, 4) nucleus
decompositions. This enables exploring trade-o↵s
between time and quality, which are necessary for
the real-world applications.

O(|E|) algorithm for this process [3]. It keeps track of the
vertex with the minimum degree at each step, thus requires
global information about the graph at any time. k-truss de-
composition has a similar peeling process with O(|4|) com-
plexity [5]. To find a k-truss, all the edges with less than k
triangles are removed recursively and at each step, algorithm
keeps track of the edge with the minimum triangle count,
which requires information from all around the graph. Nu-
cleus decomposition [28] also facilitates the peeling process
on the given higher-order structures. The computational
bottleneck in the peeling process is the need for the
global graph information. This results in inherently se-
quential processing. Parallelizing the peeling process in a
scalable way is not possible since each step depends on the
results of the previous step. Parallelizing each step in itself
is also infeasible since synchronizations are needed to de-
crease the degrees of the vertices which are the neighbor to
the multiple vertices being processed in that step.

Iterative h-index computation: Lu et al. introduced an
alternative formulation for k-core decomposition [20]. They
proposed to iteratively compute h-indices on the vertex de-
grees to find the core numbers of vertices. Degrees of the
vertices are found at the beginning and each vertex com-
putes the h-index value for the list of its neighbors’ degrees.
This process is repeated on these values until convergence.
At the end, each vertex has the value of its core number.
They prove that convergence of degrees to the core numbers
is guaranteed. They also analyzed the convergence charac-
teristics of the real-world networks and show nice trade-o↵s
for time and quality of the solutions.

We generalize Lu et al.’s work for any nucleus decom-
position, including k-truss. We show that convergence is
guaranteed for all nucleus decompositions and prove the
first upper bounds for the number of iterations. Our frame-
work of algorithms locally compute any nucleus decompo-
sition. We propose that iteratively computing h-indices of
vertices/edges/r-cliques based on their degrees/triangle/s-
clique counts converges in the core/truss/nucleus numbers
(r < s). Local formulation also enables the pleasingly paral-
lel computation, which is not possible in the peeling process.

(in seconds) Peeling Local alg. Speedup
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Table 1: Runtime comparison between the peeling
algorithm and the local algorithm we introduce
for (3, 4) nucleus decomposition. Our local algo-
rithm enables the pleasingly parallel computation
and obtains up to 7.9x speedup over peeling with 24
threads.

In addition, intermediate values provide an approximation
to the exact nucleus decomposition to trade-o↵ between run-
time and quality. Note that this is also not possible in the
peeling process, because no intermediate solution can pro-
vide an overall approximation to the exact solution. For
instance, the densest regions are not revealed until the end.

1.2 Contributions
Our contributions can be summarized as follows:

• Generalization for nucleus decomposition: We
generalize the iterative h-index computation idea [20]
for any nucleus decomposition by using only the lo-
cal information. Our approach is based on iteratively
computing the h-indices on the degrees of vertices, tri-
angle counts of edges, and s-clique counts of r-cliques
(r < s) until convergence. We prove that the iterative
computation by the h-indices guarantees the conver-
gence to the core, truss, and nucleus decompositions.

• Upper bounds for convergence: We prove an up-
per bound for the number of iterations needed for con-
vergence. We define the concept of degree levels which
models the worst case for convergence. Our bounds
are generic for any nucleus decomposition and much
tighter than the obvious bounds that rely on the num-
ber of vertices/edge/triangles.

• Framework of parallel local algorithms: We in-
troduce a framework of e�cient algorithms that only
use local information to compute any nucleus decom-
position. Our algorithms are pleasingly parallel thanks
to the local computation and have been implemented
in OpenMP for the shared-memory architectures.

• Evaluation on real-world networks: We evaluate
our algorithms and implementation on various types of
real-world networks. With 24 threads, we obtain up to
4.04x and 7.98x speedups for k-truss and (3, 4) nucleus
decompositions, respectively. Table 1 gives represen-
tative runtime results for the (3, 4) nucleus decomposi-
tion. We also obtain close approximations to the exact
nucleus decompositions within a few iterations. Fig-
ure 1 presents the convergence rates by the number
of iterations for k-truss and (3, 4) nucleus decomposi-
tions. For most graphs, our algorithms achieve close
solutions to the exact decompositions in ⇠10 itera-
tions. This enables the exploration of trade-o↵s be-
tween time and quality, which are essential for real-
world applications.
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