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Graph Neural Networks (GNN)
Embed nodes into a lower dimensional space. 

𝑓 ∶ 𝑉 → 𝑅𝑁

GNNs can learn an embedding function that encodes the k-hop 
neighborhood of a vertex.
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Mini-batch SGD GNN Training

Significantly fewer epochs required for convergence relative to 
“full-batch” training --- e.g., 25 vs 250, but each epoch is slower. 
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The expanded neighborhood 
of even a small mini-batch 

may be a sizeable portion of 
whole graph!

Neighborhood sampling is 
used to reduce expanded 

neighborhood size.

Performance Study of GNN Training
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(generally performed on CPU)
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(uses CPU to GPU data bus)
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Single GPU Performance Comparison

Total Batch Preparation Data Transfer Train (GPU)

Benchmark Time % Time % Time %

arxiv 1.7 sec 1.0 sec 58% 0.3 sec 15% 0.5 sec 27%

products 8.6 sec 4.0 sec 46% 2.2 sec 26% 2.4 sec 28%

papers 50.4 sec 18.6 sec 37% 17.9 sec 35% 13.9 sec 28%

Less than 30% of per-
epoch time is spent 
waiting on GPU compute
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Local message passing to compute 
1-layer of GNN

1-layer consists of step that performs iterative local updates on all vertices to 
compute layer k embeddings from the layer k-1 of neighbors.

Compute 𝑓1 𝑣 for all 𝑣

Compute 𝑓2 𝑣 for all 𝑣

Compute 𝑓3 𝑣 for all 𝑣

Given initial features 𝑓0 𝑣 for all 𝑣

High memory requirement that grows with graph size and # of GNN layers
Slow convergence!

Full-Batch GNN Training

Comparison of SALIENT and Baseline PyG Workflow

In our work we conducted a careful performance study of GNNs 
with neighborhood sampling. The focus of our study is Pytorch
Geometric, but conclusions also apply to other popular libraries 
and systems.

We created optimized baseline code by performance-
engineering public GNN benchmarks:

- Faster tensor slicing by using row-major representations of 
feature matrix.

- Asynchronous data transfers using pinned memory for fast 
CPU to GPU transfer.

- Use of half-precision floating point for feature tensors to 
reduce data transfer time.

The optimized Pytorch GNN codes (hereafter called PyG) are 2x 
faster than the public benchmarks and 1.5x faster than public 
benchmarks for DGL (deep graph library).

The optimized PyG code serves as our baseline implementation, 
and a starting point for the design of SALIENT.

Impact of optimizations made in SALIENT

Appearing in MLSys 2022

Fast and Scalable Graph Neural Networks with PyTorch + SALIENT

Background on Graph Neural Networks

Performance Bottlenecks when Training GNNs

Breakdown of Performance Bottlenecks in GNN TrainingBenchmark Graphs and Models

Datasets from Open Graph Benchmark (OGB)

GNN architectures taken from OGB leaderboard

SALIENT accelerates GNN training and inference via fast sampling, shared-memory batch preparation, and careful pipelining of data transfers.

Drop-in replacement for PyTorch Geometric’s neighbor sampler. SALIENT does not require adopting a new framework or rewriting GNN models.

All comparisons to PyG use the optimized standard 
PyG code that is already 1.5x-2x faster than public 

benchmarks for PyG and DGL.

Comparison with prior systems for GNNs

Benchmarks in table use a 3-layer GraphSAGE architecture with 256 hidden features and sampling fanouts 15,10,5

Distributed Multi-GPU Performance

Current #1 model without external data has test accuracy 0.68

Was #1 model in Feb 2021 

Additional information and resources
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Small GraphSAGE models <= 32 
hidden nodes and only 2 layers

648 sec

Standard GraphSAGE model 256 
hidden nodes and 3 layers

SALIENT’s outperforms prior 
reported training times for 

GraphSAGE on ogbn-papers by 
orders of magnitude.

Full paper for “Accelerating Training and Inference of Graph Neural Networks with Fast 
Sampling and Pipelining” can be found in MLSys 2022 proceedings 

https://proceedings.mlsys.org/paper/2022

The SALIENT code is distributed via GitHub via the following software repositories:

SALIENT repository for artifact evaluation

https://github.com/MITIBMxGraph/SALIENT_artifact
SALIENT main software repository

https://github.com/MITIBMxGraph/SALIENT

The xGraph project and SALIENT team are continuing to work on enabling technologies for 
applying sophisticated graph neural networks to large datasets.

For questions about SALIENT or related research projects please contact

Jie Chen (chenjie@us.ibm.com) and Tim Kaler (tfk@mit.edu)
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